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B Tree Definition 

B-tree T is a rooted tree (whose root is root[T]) having 
properties: 

1. Every node x has the following fields: 

a. n[x], the number of keys currently stored in node x, 

b. the n[x] keys themselves, stored in nondecreasing 
order, so that key1[x] ≤ key2[x] ≤ ··· ≤ keyn[x][x], 

c. leaf [x], a Boolean value is True if x is leaf and False if 
x is internal node. 
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B-Tree Definition 

2. Each internal node x also contains n[x]+ 1 pointers 
c1[x], c2[x], ..., cn[x]+1[x] to its children. Leaf nodes have 
no children, so their ci fields are undefined. 

3. The keys keyi[x] separate the ranges of keys stored in 
each sub tree: if ki is any key stored in the sub tree 
with root ci [x], then k1 ≤ key1[x] ≤ k2 ≤ key2[x] ≤··· ≤ 
keyn[x][x] ≤ kn[x]+1. 

4. All leaves have the same depth, which is tree's height 
h. 
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B Tree Definition 

5. There are lower and upper bounds on the number of keys a 
node can contain. These bounds can be expressed in terms 
of a fixed integer t ≥ 2 called the minimum degree of the B-
tree: 

a. Every node other than the root must have at least t - 1 keys. 
Every internal node other than the root thus has at least t 
children. If the tree is nonempty, the root must have at 
least one key. 

b. Every node can contain at most 2t - 1 keys. Therefore, an 
internal node can have at most 2t children. We say that a 
node is full if it contains exactly 2t – 1 keys 
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Why B Trees 

B-trees have substantial advantages over alternative implementations 
when node access times far exceed access times within nodes, because 
then cost of accessing the node may be amortized over multiple 
operations within node. This usually occurs when the nodes are in 
secondary storage such as disk drives.  

By maximizing the number of child nodes within each internal node, 
the height of the tree decreases and the number of expensive node 
accesses is reduced. In addition, rebalancing the tree occurs less often.  

The maximum number of child nodes depends on the information that 
must be stored for each child node and the size of a full disk block or an 
analogous size in secondary storage 
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Size of Node 

The keys of a parent delimit the values of the children 
keys e.g. , if key i = 15 and keyi+1 = 25 then child i + 1 
must have keys between 15 and 25 

Size of a node is generally determined by page size of 
the system. T is generally very large. So if t = 1000 then 
it can have 1000000 children and level 2 can have 109 
values 

Large Page size means few levels in the tree and few 
accesses , Small page size means less wastage of space. 
Main focus is to reduce the number of disk accesses 
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B-Tree t=2 

 
 
 
 
 
 
 
 
 
 
 
 

 

All leaves have same depth. Each Node contains t-1 ≤ keys ≤ 2t-1 in 
increasing order. Each node contains between t and 2t children. The 
keys of a parent delimit the values that a child’s keys can take. 
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M-way trees 

• Few people describe these as m-way trees where 

• All nodes except the root have at least Ceil(m/2)-1 keys 
and Ceil(m/2) children 

• The root is either a leaf node, or it has from 2 to m 
children 

• No node can contain more than m-1 keys , m children 
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B Tree Example 
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B Tree basics 

B-tree is optimized for systems that read and write large blocks of 
data. It is commonly used in databases and file systems. 

In B-trees, internal (non-leaf) nodes can have a variable number 
of child nodes within some pre-defined range. When data is 

inserted or removed from a node, its no of child nodes changes.  

In order to maintain pre-defined range, internal nodes may be 
joined or split. Because a range of child nodes is permitted, B-
trees do not need re-balancing as frequently as other trees, but 

may waste some space, since nodes are not entirely full. 
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Joining and Splitting 

The factor of 2 will guarantee that nodes can be split or combined. If 
an internal node has 2t keys, then adding a key to that node can be 
accomplished by splitting the 2t key node into two t key nodes and 
adding the key to the parent node. 

Each split node has the required minimum number of keys. Similarly, 
if an internal node and its neighbor each have t keys, then a key may 
be deleted from the internal node by combining with its neighbor.  

Deleting the key would make the internal node have t − 1 keys; joining 
the neighbor would add t keys plus one more key brought down from 
the neighbor's parent. The result is an entirely full node of 2t keys. 
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Searching 

Search-Btree(x, k) // k is the key to search and x is root node 
i←1 
While i≤ n(x) and k > Kx[i] 
                                  i←1+1 
if i≤ n(x) and k = Kx[i] 
                              return(x, i) 
If Leaf(x) 
                              return null 
Else 
                    DiskRead(Cx[i]) 
                    return Search-Btree(Cx[i]),k) 
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Recurse on the proper 
child where the value 
is between the keys 

if it’s leaf and we didn’t 
find it, it’s not in  tree 

if we find the value in 
this node, return it 

iterate through sorted 
keys, find correct location 
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B Tree examples 
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Split Example 

 

Copyright@gdeepak.com® 15 6/8/2012 4:11 PM 



Insertion 
• All insertions start at a leaf node. To insert a 

new element 
• Search the tree to find the leaf node where the 

new element should be added. Insert new 
element into that node with following steps: 

• If the node contains fewer than the maximum 
legal number of elements, then there is room 
for the new element. Insert the new element in 
the node, keeping the node's elements ordered. 

• Otherwise the node is full, evenly split it into 
two nodes so: 
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Insertion 

• A single median is chosen from leaf's elements and the 
new element. 

• Values less than the median are put in the new left node 
and values greater than the median are put in the new 
right node, with the median acting as a separation value. 

• Separation value is inserted in the node's parent, which 
may cause it to be split, and so on. If node has no parent 
(i.e., the node was root), create a new root above this 
node (increasing the height of the tree). 
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Insertion 

• On Node split 

• We have 3 disk write operations. 2 for the new nodes 
created by the split ( one must be updated and reused). 1 
for the parent node to add median value. 

• Maximum number of nodes split for a call to insert is 
O(logtn) disk accesses and O(tlogtn) computational cost. 

Copyright@gdeepak.com® 18 6/8/2012 4:11 PM 



Deletion 

• Element in an internal node may be a separator for its 
child nodes 

• deleting an element may put its node under the 
minimum number of elements and children. 

• If underflow happens, check siblings to either transfer a 
key or fuse the siblings together. 

• if deletion happened from right child retrieve the max 
value of left child if there is no underflow in left child 

• in vice-versa situation retrieve the min element from 
right 
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B Tree t=3 Tree Delete 2 
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After Delete 2 
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Deletion from an internal node 

• Each element in an internal node acts as a separation value for 
two subtrees, and when such an element is deleted, two cases 
arise.  

• In the first case, both of the two child nodes to the left and 
right of the deleted element have the minimum number of 
elements, namely L−1.  

• They can then be joined into a single node with 2L−2 
elements. Unless it is known that this particular B-tree does 
not contain duplicate data, we must then also (recursively) 
delete the element in question from the new node. 
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Deletion from Internal Node Case 1 del 52 
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Deletion from Internal Node Case 1 del 52 
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Internal Node: Second case 

• In the second case, one of the two child nodes contains more 
than the minimum number of elements. Then a new separator 
for those subtrees must be found.  

• Largest element in the left sub tree is still less than the 
separator. Likewise, the smallest element in the right sub tree 
is the smallest element which is still greater than the 
separator. Both of those elements are in leaf nodes, and either 
can be the new separator for the two subtrees. 

• If the value is in an internal node, choose a new separator 
(either the largest element in the left sub tree or the smallest 
element in the right sub tree), remove it from the leaf node it 
is in, and replace the element to be deleted with the new 
separator. 
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Case 2 :Delete 52 

Copyright@gdeepak.com® 26 6/8/2012 4:11 PM 



Case 2: Move 56 as a separator 
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After Deletion 
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Underflow 

• If deleting an element from a leaf node has brought it 
under the minimum size, some elements must be 
redistributed to bring all nodes up to the minimum. In 
some cases the rearrangement will move the deficiency 
to the parent, and the redistribution must be applied 
iteratively up the tree, perhaps even to the root. Since the 
minimum element count doesn't apply to the root, 
making the root be the only deficient node is not a 
problem.  
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Underflow 

• If both immediate siblings have only the minimum number of 
elements create a new node with all the elements from the 
deficient node, all the elements from one of its siblings, and 
the separator in the parent between the two combined sibling 
nodes. 

• Remove the separator from the parent, and replace the two 
children it separated with the combined node. 

• If that brings the number of elements in the parent under the 
minimum, repeat these steps with that deficient node, unless 
it is the root, since the root is permitted to be deficient. 
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Underflow Delete 72 
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Underflow Delete 
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Underflow Delete 
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Underflow Delete 
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Case-2 underflow 

• If the right sibling has more than the minimum number 
of elements Add the separator to the end of the deficient 
node. 

• Replace the separator in the parent with the first element 
of the right sibling. 

• Append the first child of the right sibling as the last child 
of the deficient node 
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Delete 22 
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Less than Minimum children 
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Promoting and Demoting Keys 
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Final state after deletion 
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Underflow Case 3 

• Otherwise, if the left sibling has more than the minimum 
number of elements. Add the separator to the start of the 
deficient node. 

• Replace the separator in the parent with the last element 
of the left sibling. 

• Insert the last child of the left sibling as the first child of 
the deficient node 
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B*-Tree 

• The B*-tree balances more neighbouring internal nodes 
to keep the internal nodes more densely packed. One 
variant requires non-root nodes to be at least 2/3 full 
instead of 1/2. To maintain this, instead of immediately 
splitting up a node when it gets full, its keys are shared 
with a node next to it. When both nodes are full, then the 
two nodes are split into three 
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B+-Tree 

• Data is only stored at the leaves. Keys in the internal node acts 
as indices to point to reach at the correct leaf block. 

• Leaf pages are not allocated sequentially but they are linked 
by a doubly linked list. 

•  B+-tree is particularly useful as a database system index, 
where the data typically resides on disk, as it allows the B+-
tree to actually provide an efficient structure for housing the 
data itself 

• If a storage system has a block size of B bytes, and the keys to 
be stored have a size of k, arguably the most efficient B+ tree 
is one where b = (B / k)  
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B+ Tree 

• The order, or branching factor (fanout) b of a B+ tree 
measures the capacity of nodes (i.e. the number of children 
nodes) for internal nodes in the tree. The actual number of 
children for a node, referred as m, is constrained for internal 
nodes so that ceil(b/2) ≤m≤b. 

•  Root is an exception having as few as two children. For 
example, if the order of a B+ tree is 7, each internal node 
(except root) may have between 4 and 7 children;  root may 
have between 2 and 7. Leaf nodes have no children, but are 
constrained so that the number of keys must be at least  
floor(b/2) and at most b − 1. 
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B+ Tree 
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B+ tree complexity 

• The maximum number of records stored 
is nmax = bh − bh − 1 

• The space required to store the tree is O(n) 

• Inserting a record requires O(logbn) operations 

• Finding a record requires O(logbn) operations 

• Removing a (previously located) record 
requires O(logbn) operations 

• Performing a range query with k elements occurring 
within the range requires O(logbn + k) operations 
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Questions, Comments and Suggestions 
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Question 1 

A 2-3-4 tree is special case of a B-tree where leaves can 
have different depths. 

A) True, Why 

B) False, Why 

6/8/2012 4:11 PM Copyright@gdeepak.com® 47 



Question 2 

To determine whether two binary search trees on the same 
set of keys have identical tree structures, one could perform 
an inorder tree walk on both and compare the output lists. 

 

A) True, Why 

B) False, Why 

6/8/2012 4:11 PM Copyright@gdeepak.com® 48 


